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Abstract: Recent years have shown an increasing number of studies on personal thermal comfort models
as an alternative to the conventional approach to understanding thermal comfort in the built
environment. Instead of basing on an average response from a large population, personalized models are
designed to predict individuals’ thermal comfort responses, using a person’s direct feedback and personal
characteristics as calibration inputs. However, personal comfort models have mainly used data from office
environments and healthy younger adults. Studies on personal comfort models that focus on older people
and dwellings are still absent in the literature. Nonetheless, considering the worldwide changing climate,
the ageing population and older people’s heterogeneity in terms of intrinsic capacities and needs,
personalized models could be the most appropriate path towards recognizing diversity and predicting
individual thermal preferences in a more accurate way. This paper shows examples of personal comfort
models, using deep learning algorithms and environmental and personal characteristics as inputs, derived
from an on-going study that monitored people aged 65 and over in South Australia who live at home. The
results have so far indicated that, on average, the individualised models improved the predictions by 69%
when compared to traditional models.
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1. Introduction

International standards, such as ANSI/ASHRAE Standard 55, adopt the Predicted Mean Vote (PMV) model
(Fanger, 1970) and the adaptive model (de Dear and Brager, 1998; Humphreys et al., 2016) as the bases
to stablish the thermal requirements for human occupancy in the built environment. Both PMV and the
adaptive models are aggregate models, which means they are designed to predict the average thermal
comfort of large populations. However, predicting comfort at the population level might result in
limitations for these two methods when used to predict occupant’s comfort in real case scenarios. These
limitations include the models’ poor predictive performance when applied to different individuals and the
inability of the models to be calibrated with diverse feedback or to incorporate new and personal input
variables (such as age, health status, body mass index) (Kim et al., 2018a). In addition, the standards’
models have been developed based on data from mainly office buildings. Considerably fewer studies have
focused on dwellings. This can also be limiting when considering the diversity of thermal conditions
residential settings generally provide in comparison to controlled office environments.
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In order to address these limitations, recent studies have shown an increasing number of strategies to
develop personal thermal comfort models as an alternative to the conventional approaches. Instead of
basing on an average response from a large population, personalized models are designed to predict
individuals’ thermal comfort responses, using a single person’s direct feedback and/or personal
characteristics as calibration inputs. This represents a relevant paradigm shift in the field today, replacing
the centralized and fixed-set-points approach with occupant-centric and data-driven thermal conditioning
management in the built environment. This also means that static environments in fixed thermal comfort
zones are giving way to more flexible possibilities, transforming personalized conditioning systems in an
option to absorb individual diversity (Rupp et al., 2015).

However, studies on personal comfort models that focus on older people and dwellings are still under
researched in current literature (Kim et al., 2018a). Nonetheless, considering the worldwide changing
climate, the ageing population and older people’s heterogeneity in terms of intrinsic capacities and needs
(World Health Organization, 2015), personalized models could be the most appropriate path towards
recognizing this diversity and predicting individual thermal preferences in a more accurateway.

This paper explores the development of personal comfort models, using real feedback as well as
environmental and personal characteristics as input variables, to accurately respond to older people’s
thermal needs in their homes. This study also aims to test the modelling methodology proposed using
deep learning as the engine behind the prediction of individual people’s thermal preferences.

2. Study design

The sample for this study came from a research project that collected data from 71 participants (23 males
and 48 females) aged 65 years and over from 57 households located in South Australia, in 3 climate zones
- hot dry (BSk), warm temperate (Csa) and cool temperate (Csb), according to the Koppen—Geiger climate
classification system. They were drawn from the first two stages of the research project entitled “ARC
DP180102019 - Improving the thermal environment of housing of older Australians” (Soebarto et al.,
2019a; van Hoof et al., 2019) and through press releases in various media formats. Data were collected
during a period of 9 months, from mid-January to mid-October in 2019.

Each dwelling was visited twice. During the first visit, a questionnaire about sociodemographic
information, health and overall thermal preferences was applied and an open-ended interview was
conducted about house details. In addition, indoor environment data loggers (Soebarto et al., 2019b) were
installed in each house’s main living room and main bedroom. A thermal comfort survey tablet was also
installed to be used by the participants to answer a survey about their thermal environment and their
preferences and sensations at least once a week, throughout the 9-month period.

The thermal comfort survey tablet allowed participants to complete surveys electronically about their
clothing, activity levels, window and door state, heating, cooling, and fan state, as well as their thermal
sensation (TSV) and thermal preference (TPV). Thermal sensation was assessed using the question “How
do you feel right now?” with possible responses being Cold, Cool, Slightly cool, Neutral, Slightly warm,
Warm or Hot. Thermal preference was assessed using the question “Would you prefer to be...” with
possible responses being Cooler, No change or Warmer. The survey also included a question about their
self-reported health and wellbeing status at that point in time.

The indoor environment data logger contained sensors that measured air temperature, globe
temperature, air speed, relative humidity, carbon dioxide (CO>), and Volatile Organic Compounds (VOC).
The data logger coordinates measurements from the sensors, undertaken at 30-minute intervals and
when a participant completes a comfort survey.

72



A deep learning approach to personal thermal comfort models for an ageing population

During the second visit to each dwelling, conducted at the end of the monitoring period, an additional
questionnaire was used to collect further information about the participants. Each participant’s body
composition was also assessed to measure height, weight and body mass index (BMI), using a Tanita Inner
Scan RD-953 scale (Tanita Corporation, 2016).

3. Modelling methodology

3.1. Learning technique and task

This preliminary study applies artificial neural networks, also known as deep learning (Goodfellow et al.,
2016), to develop personalized comfort models for a subset of the participants involved in the monitoring
study. Deep learning is a class of machine learning technology, based on the representation- learning
method (LeCun et al., 2015). It solves tasks such as classification, regression, and anomaly detection, by
introducing multiple layers of representations, or features, expressed in terms of other simpler
representations. By learning from previously seen data, this method avoids the need of a human engineer
to formally specify theses multiple layers of representations (Goodfellow et al., 2016).

The models were developed to perform a multiclass classification task of occupants’ thermal
preference (TPV) on a 3-point-scale (preferring to be cooler, preferring no change or preferring to be
warmer), and according to seven environmental and personal input features. The survey’s thermal TPV
was used as the ground truth to train the models and later verify the predicted values. Instead of the
thermal sensation vote (TSV) scale — which is commonly used in thermal comfort studies —, the thermal
preference scale (TPV) was used because it not only represents a measure of what ideal conditions would
be for each person, but also suggests to which direction the change is desired. This is particularly relevant
when considering the use of these models for the control of Heating, Ventilation, and Air Conditioning
systems. In addition, using TPV rather than TSV avoids the assumption of associating comfort with neutral
thermal sensation, which may not always be true (Humphreys and Hancock, 2007).

The details of the algorithms and functions used in these models are presented in the next sections.
Note that, in this study, following common practices in computer sciences studies, the input variables are
called “features” and the thermal preferences classes corresponding to each of these combinations of
input variables are called “labels”. The modelling process involves the following stages: (1) data set
balancing and pre-processing; (2); model tuning and selection; and (3) model evaluation. Each of these
phases are described in the next sections. Anaconda version 2019.3 (Anaconda, 2019) was used as the
platform to run all models using Python version 3.7 and PyTorch tensor library (Paszke et al.,2017).

3.2. Input features selected for preliminary study

For this preliminary study, both environmental and personal variables were used as input features for the
personalized models. In total, seven input variables were used, four of which representing the
environmental conditions of participant’s rooms (i.e. dry bulb temperature, radiant temperature, relative
humidity and air speed) and three of which representing participant’s personal characteristics (i.e.
corrected metabolic rate, clothing level and health status). Note that the corrected metabolic rate variable
was calculated from participant’s activity level survey answers. These were first converted to MET values
according to the Compendium of Physical Activities (Ainsworth et al., 2011), and then later corrected
based on participants’ sex, height, weight and age, according to Byrne et al. (2005) and Kozey et al. (2010)
studies. Table 1 shows the activity level scale points and corresponding MET values.
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These seven variables were selected to cover a wide range of variables and factors known in the
architectural science, medicine, and public health fields of study to influence thermal comfort, sensation,
and preference. However, it is important to highlight that personal characteristics such as height, weight,
or health status, although present in thermoregulation and physiology studies, are often overseen by
architectural sciences and building systems engineering studies. Each input feature’s data collection tool
and unit or scale is shown in Table 1.

Table 1: Input features and units or scales

Type Input features Data collection tool Unit or scale
Environmental Dry Bulb Thermometer in Data logger °C
Temperature
Environmental Radiant Globe thermometer in Data logger °C
Temperature
Environmental Relative Humidity ~ Hygrometer in Data logger %
Environmental Air Speed Air speed sensor in Data logger m/s
Personal Corrected Survey in Thermal Comfort Tablet - Very relaxed activity = 1 MET! ; Relaxed activity =
Metabolic Rate “Describe your activity in the last 1.3 MET! % Light activity = 1.5 MET* %, Moderate
15 min in this space.” activity = 2.5 MET* 2; Active activity = 3.3 MET*?
Personal Clothing Survey in Thermal Comfort Tablet - Very light = 1; Light = 2; Moderate = 3; Heavy = 4;
“How are you currently dressed?” Very heavy =5
Personal Health status Survey in Thermal Comfort Tablet- Very good = 1; Good = 2; Reasonable = 3; Poor = 4;
“How would you describe your Very poor =5
health and wellbeing at the
moment?”

1 MET values according to the Compendium of Physical Activities (Ainsworth et al., 2011).
2 MET values corrected according to sex, height, weight and age, according to Byrne et al. (2005) and Kozey et al. (2010).

3.3. Participant selection for preliminary study

At the end the monitoring period, 10,787 survey votes were recorded from all 71 participants involved.
For this preliminary study, however, only seven of these participants’ individual datasets were selected
for modelling. These seven data sets represent the participants with (1) the highest vote count and (2) the
most balanced individual data sets among the 71 involved. Having a balanced data set means voting in
each thermal preference class (wanting to be warmer, no change, or cooler) with similar frequency. These
criteria for participant selection were chosen because larger data set sizes and balanced class stratification
can positively impact neural networks’ learning performance. In addition, these participants are diverse
between each other, comprehending different age groups, weights, heights, health and frailty status,
temperature preferences and climate zones of homes, all of which can provide relevant insights on the
influence of personal parameters in thermal response. Note that the next phase of this study aims to
analyse all 71 participants involved. Table 2 presents each of the selected participants’ personal
characteristics.

Table 2: Selected participants’ personal characteristics, organized by age

1D Sex Age Height Weight  BMI Frailty Score! Preferred Preferred Climate
(years) (cm) (kg) (kg/m?) Temperature Temperature Zone
in Warm in Cool
Season (°C) Season (°C)
46 F 66 166.5 117.0 42.2 Not Frail 23.9 16.2 Csb
15 M 68 178.0 80.6 25.4 Not Frail 20.7 18.5 BSk
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51 F 72 150.5 64.5 28.5 Apparently vulnerable 20.6 19.3 Csb
35 M 73 160.0 119.0 46.5 Mild Frailty 22.2 18.6 Csa
23 F 76 164.5 86.4 31.9 Apparently vulnerable 22.8 21.2 Csb
5 F 79 161.0 97.5 37.6 Not Frail 22.9 19.8 Csa
32 F 82 145.0 63.9 30.4 Apparently vulnerable 26.8 17.6 BSk

1Assessed according to the Modified Reported Edmonton Scale (MRES) (Rose et al., 2018).

3.4. Data set balancing and pre-processing

Although the seven participants selected had the most balanced individual datasets, these datasets still
exhibited unequal distributions in thermal preferences classes. Therefore, the datasets were randomly
resampled to obtain classes with the exact same number of data points. This procedure consisted of sizing
all majority classes according to the size of the minority class. Classes were also assigned a code from 0 to
2, where 0 is the preferring cooler class, 1 is the preferring no change class and 2 the preferring warmer
class.

Finally, each input variable was normalized to a single range from 0 to 1. This created new values for
the datapoints but maintained the general distribution and ratios in the original data. This avoids the
different scales of each variable to influence the performance of the models.

3.5. Hyperparameters, model tuning, model selection and model evaluation

Deep learning algorithms have hyperparameters, which are settings used to control the model’s behaviour
and capacity. These settings cannot be directly estimated from the data and are not learned by the training
process, but rather appropriately chosen by the model’s developer while tuning different model options
to select the best performing one.

In order to choose the best set of hyperparameters for a model, the first step is to divide the available
data set into three separate subsets, namely training set, validation set and test set. The training set is the
subset of examples, or data points, used for learning (i.e. fitting the internal coefficients or weights of the
classifier). The validation set is the set of examples used to guide the selection of the hyperparameters of
a classifier, a process also called as model tuning. Lastly, the test set is an independent subset of examples
used only to assess the performance of a fully trained classifier. The purpose of the test set is to simulate
the model with data it has never seen before. This test performance is also called the generalization
performance (Ripley, 1996). In this study, these three subsets of data were divided as follows. First, each
participants’ total datasets were randomly divided in two groups with 20% and 80% of the total data. The
20% portion was set aside as the test set. The remaining 80% of the data was then divided once again into
two subsets with 70% being used for the training set and 30% for the validation set. The training and
validation split was performed using 10 iterations of the Monte Carlo cross validation method. Note that
the subsets splits were done in a stratified way, to maintain the balance of each subset, with the same
number of data points for each classification category within the subsets.

Although deep learning algorithms have multiple hyperparameters to be tuned, this study selected 3
of them, which are known to have a higher effect on the model’s behaviour: (1) the learning rate of the
optimization algorithm, (2) the number of hidden neurons in the neural network and (3) the batch size of
each iteration. The learning rate was varied from 0.001 to 0.05. The number of hidden neurons in the
hidden layer of the model was varied between 10, 15 and 20. Lastly, the batch size varied between 10 and
20 data points. Note that the varying ranges of the hyperparameters tuned were chosen according to
common practice in computer science studies.

75



Larissa Arakawa Martins, Veronica Soebarto, Terence Williamson and Dino Pisaniello

All models use Rectified Linear Unit (ReLU) and Softmax (Agarap, 2018) as the activation functions
between neural layers. The Stochastic Gradient Descent was used as the learning algorithm, and the Cross
Entropy function was used to measure the loss — or error — of the classification rounds (Goodfellow et al.,
2016). Considering the low number of input layers and the task undertaken by the model, the complexity
of the neural network was kept to minimal, with only one hidden layer.

The following steps, based on the framework detailed by Raschka (2018), were used for the model
tuning, selection and evaluation process of this study.

[] Step 1: Each participant’s total dataset was divided into three subsets, a training set for model

fitting, a validation set for model selection, and a test set for model evaluation.

[] Step 2 (model tuning): The learning algorithm is then used for different hyperparameter settings

to fit models to the training dataset.

[] Step 3 (modelselection): These models’ performances were evaluated using the validation set. The
performance estimates were then compared, and the hyperparameters settings associated with
the best model performance were chosen. Note that each participants’ best performing model
and hyperparameters can differ between each other, depending on individuals’ data sizes,
personal patterns, and data quality.

Step 4: To increase the dataset and enhance the models’ performance, training and validation sets
were then merged into one dataset and the best hyperparameter settings from the previous step
were used to fit a new model to this larger dataset.

Step 5 (model evaluation): Finally, the independent test set was used to estimate the generalization
performance the model resulted from step 4.

Step 6: The final model could then be trained with the use of all the dataset. Note that this final
step was not performed in this preliminary study because the main objective was to test the model
selection and evaluation rather than preparing for model deployment.

3

3

3

3.6. Performance indicators

The performance indicators used in steps 3 and 5 of the modelling methodology were the Testing Accuracy
and the Cohen’s Kappa Coefficient. Testing Accuracy was calculated as the percentage of correct
predictions in relation to the total number of predictions. The Cohen’s Kappa Coefficient (Cohen, 1960) is
a measure of reliability for two classifiers that are rating the same thing, corrected to exclude the
frequency in which the classifiers may agree by random chance. It is defined by Equation 1:

K= (po - pe)/(1 - pe) (1)

Where p, is the relative agreement among classifiers, which is the same as the accuracy measure, and
pe is the hypothetical probability of a chance agreement. The Cohen’s Kappa Coefficient ranges from
negative values to 1, where 1 means perfect agreement, 0 means no agreement among the classifiers
other than what would be expected by chance, and negative values mean the agreement is worse than
random.

4. Results and discussion

Table 3 presents a summary of the performance of each selected participant’s models in predicting
thermal preference. The Validation Accuracy and Validation Cohen’s Kappa Coefficient shown in the table
correspond to the model selection step (i.e. step 3) and represent the performance of the intermediate
model with the best performing set of hyperparameters for each person. The Testing Accuracy and Testing
Cohen’s Kappa Coefficient, as explained in step 5, represent the generalization
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performance of the personalized models when using the merged training and validation sets for learning,
and the test set for assessment.

As can be seen, the generalization accuracy of the personal comfort models analysed ranges from 60
to 100%, with a mean of 78.1%, and the Cohen’s Kappa indicator ranges from 0.4 to 1.0, with a mean of
0.7. According to Cohen (1960), a Cohen’s Kappa of 0.41 - 0.60 can be considered a moderate agreement
between prediction and ground truth, 0.61 - 0.80 as substantial, and 0.81-1.00 as a perfect agreement.
Therefore, the results of this preliminary study, although not optimal when considering the individual
performances of ID 5 (60% accuracy and 0.4 Cohen’s Kappa) and ID 23’s (66.7% accuracy and
0.5 Cohen’s Kappa) models, for example, still show a significant improvement in performance when
compared to other similar studies in the field. Liu et al. (2019), for instance, reported an average Cohen’s
Kappa of 0.24 when analysing personal comfort models of 14 participants using different algorithms and
input feature sets, in both indoor and outdoor environments. Likewise, Kim et al. (2018b) reported a
slightly lower median accuracy of 73%, when considering the best performing algorithm from each of the
34 individual models developed.

Table 3 provides the prediction results of the PMV model for each of the selected participants. As the
PMV uses a 7-point scale to predict thermal sensation, the results were converted into 3 thermal
preference categories to enable a comparison, in the same scale, with the personal comfort models
developed in this study. Therefore, when the PMV value is between 0.5 and -0.5, the votes are labelled
as “no change”; when PMV > 0.5, the votes are labelled as “prefer to be cooler”; and when PMV < -0.5,
the votes are labelled as “prefer to be warmer”. As seen in Table 3, on average, PMV predicted individual
preferences with an accuracy of 46.1% and a Cohen’s Kappa indicator of 0.2 (i.e. slightly better than
random guessing). In comparison, the personal comfort models improved the predictions of the PMV by
69% on average for the seven participants analysed.

The results also suggest that the models’ generalization performance may vary among participants,
even after individual hyperparameter tuning. ID 32, for instance, reached the highest predictive
performance with an accuracy of 100% and a Cohen’s Kappa of 1.0. ID 5, while on the other hand only
reached an accuracy of 60% and a Cohen’s Kappa of 0.4 after several rounds of hyperparameter tuning.
The poor performance of models such as the one from ID 5 might have been a result of a low sample size
for training, the presence of anomalous data points, or the absence of input features that might also be
influencing this particular person’s thermal preference. Furthermore, when considering diverse
individuals such as older people, it is expected that these other intrinsic characteristics play different roles
for each person in different intensities and frequencies. In addition, as pointed out by Liu et al. (2019), it
is reasonable to expect that some individuals might be harder to predict thanothers.

Table 3: Performance of personal comfort models (PCM) and Predicted Mean Vote (PMV)

Person  Dataset Dataset PCM PCM PCM PCM PMV PMV
ID size size after Validation Validation Testing Testing Accuracy Cohen’s
balancing  Accuracy (%) Cohen's Kappa Accuracy (%) Cohen's Kappa (%) Kappa

5 215 75 60.0 0.4 60.0 0.4 54.4 0.3
15 139 60 67.3 0.5 91.7 0.9 45.3 0.2
23 204 75 76.1 0.6 66.7 0.5 43.6 0.1
32 218 75 77.8 0.7 100.0 1.0 33.5 -0.1
35 117 45 93.6 0.9 88.9 0.8 53.8 0.2
46 285 135 79.1 0.7 70.4 0.6 47.4 0.2
51 146 66 58.8 0.4 69.2 0.6 44.5 0.1
Mean 73.2 0.6 78.1 0.7 46.1 0.2
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Additionally, the results from the worse performing models indicate signs of overfitting. Observing the
training learning curves of these models, which represent the training and testing loss by epoch (i.e. the
number of passes of the entire dataset through the model), it can be seen that the gap between the
training loss and the testing loss is significantly large. This means that the model has learned the training
dataset too well, including errors in the data and possible statistical noise. As a result, the fit obtained is
not able to produce accurate estimates on new observations that were not part of the original training
dataset (James et al., 2013). Figure 1 exemplifies this hypothesis. When observing the learning curve from
ID 23, who yield a Validation Cohen’s Kappa of 0.6 and a subsequent Testing Cohen’s Kappa of 0.5, it can
be seen that the gap between the training and testing loss is vastly large compared to ID 32’s model, who
reached the optimal performance. Possible reasons for overfitting could, again, be related to the small
data size, the input features used or the cross validation procedure used. Moreover, overfitting might be
a result of using a test set that does not represent well the entire dataset. Although strategies for
preventing overfitting were explored in this study, such as early stopping, these models would still benefit
from further explorations. Note that the scale of the x axis (number of epoch) and y axis (Loss) differ
between ID 23 and ID 32 learning curves because each model is based in different data sets and
hyperparameters. The images were added to highlight how overfitting can be identified, rather than a
comparison between models.

Figure 1:Training learning curves for (a) ID 23 and (b) for ID 32.

5. Applications and next steps

The personal comfort models derived from this study have the potential to be deployed in different
scenarios. Considering the most commonly researched application of individualized thermal comfort
models, the predictions yielded from these models could be used as control strategies for HVAC set points,
closing the human-building interaction loop in built environments. Jung and Jazizadeh (2019), for instance,
proposed an HVAC agent that decided the optimal temperature setpoint according to different
personalized thermal profiles, using 3 different strategies, namely thermal vote-based predictions,
thermal preference-based and the thermal preference and sensitivity-based. Likewise, Auffenberg et al.
(2018) developed an HVAC control algorithm using personalized models to retain user comfort while also
minimizing energy consumption. These models can also be integrated into personal comfort devices,
allowing the conditioning of individuals in a more cost-effective scenario. Shetty et al. (2019), for example,
learned individual desk fans usage patterns that could be used for smart and responsive indoor
environment management. Kim et al. (2018b) explored the possibility of using heated chairs usage not
only as a data collection tool for individual thermal responses, but also to manage individual thermal
environments in a more efficient way.

Considering personalized models specifically designed for older people, the information gathered from
this approach can lead to design guidelines that better orient thermal environment management
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in older people’s houses. This could improve the quality of their dwellings, thus helping them to maintain
their autonomy while ageing. Furthermore, individualized models can also provide a better understating
of older people’s specific requirements, which could again lead to design guidelines for environments that
directly meet their needs and therefore efficiently enhance their wellbeing.

From a public health perspective, the findings of this research could assist the development of more
personalized health care systems, comprehending both public and private service providers. Personal
models from individuals with similar characteristics and preferences could be used to create a set of
different “profiles” or “personas”. This means individual models could be grouped according to trends
between their statistically significant variables, allowing them to be applied to other individuals requiring
only a small set of relevant information and no monitoring period. Therefore, individualized models could
be applied in a broader sense, without, however, disregarding personal preferences.

It is important to highlight that modelling methodology, learning algorithms and input variables may
differ depending on the complexity required for each sort of application envisioned. Therefore, the next
steps of this research study aim to explore other possibilities of application and model development. The
researchers intend to analyse details such as seasonal differences in individual comfort, other personal
input features (e.g. skin temperature), as well as different feature combinations.

6. Conclusion

Responding accurately to older people’s thermal preferences in their homes is essential to enable healthy
ageing. In this paper, preliminary examples of personal comfort models for older people are explored as
an alternative to the traditional comfort modelling approaches used in the field. Through the use of deep
learning algorithms and both environmental and personal characteristics as modelling inputs, the results
have so far indicated that the personal comfort models improved predictions by 69% on average for the
seven participants analysed, when compared to the PMV models’ results. Such preliminary results indicate
that approaching thermal comfort through individualized models can significantly improve comfort
predictions of older people in their own homes. Furthermore, the outcomes of the study have provided
relevant insights on the methodology chosen, leveraging deep learning as useful tool for thermal comfort
model in the future.
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